
1. Overview 

 

1.1 Reinforcement learning 

 

Through people’s everyday life, interacting with the external environment is a major source of 

absorbing new knowledge and acquiring improved skills. An infant, for example, learns how to 

walk by every day’s playing and crawling on the floor and the repeated attempts to stand on his 

foots without an explicit teacher. The connection constructed by interacting with the 

environment produces a lot of information about cause and effect as well as the consequences 

of different actions, leading to acquisition of knowledge about what to do in order to achieve 

goals. 

 

Inspired by the idea of learning through interaction with environment, reinforcement learning 

(RL) is an area of machine learning concerned with what to do – how to map situations to 

actions in an environment so as to maximize some notion of cumulative reward. The learner is 

not taught which actions to take but instead discovers which actions yield the most reward by 

trying them in the environment. 

 

The reinforcement learning problem, due to its generality, is studied in various disciplines such 

as game theory, control theory, operations research, information theory, statistics and genetic 

algorithms.  

Figure 1. Relations between reinforcement learning and various disciplines (David Silver, 

UCL COMPM050/COMPGI13 Reinforcement Learning lecture, 2015) 

 

The application of reinforcement learning in artificial intelligence research area has made rapid 

progress in a wide variety of domains, among which one of the most famous achievements is 

the invention of AlphaGo by DeepMind, the first computer program to defeat a world champion 

at the ancient Chinese game of Go. Soon the extended algorithm AlphaGo Zero beat AlphaGo 

by 100-0 without supervised learning on human knowledge. 

  

1.2 Preliminaries 



Before exploring the theories of reinforcement learning, there are a set of core concepts to be 

clarified. 

 

1.2.1 Main components of RL problems 

 

Agent – A subject which takes actions in environment to achieve some goals. (E.g. an AI 

robot, a video game player.) 

State (𝑠𝑡∈S) – Some representation of the environment received by agent at each timestep. 

Action (𝑎𝑡∈A) – The action taken by agent on the basis of reward and state received at 

each timestep. 

Reward (𝑟𝑡∈R) – Feedback signal delivered by the environment after agent takes actions, 

indicating how well agent is doing at timestep t. The goal of RL 

problems is to maximize the cumulative reward. 

Return (Gt) – Discounted future reward. (Gt = ∑ 𝑟𝑟+𝑘+1
∞

𝑘=0 ) 

Transition probability (Pa(𝑠, 𝑠′)) – The probability of transition from state s to state s' under 

action a. 

Trajectory – A trajectory is the path of the agent through the state space up until the horizon. 

Model – Composed by reward 𝑟𝑡 and state transition probability Pa(𝑠, 𝑠′). 

Policy (𝜋) – Guideline followed by the agent on what is the optimal action to take in a 

certain state with the goal to maximize total rewards. 

State-value function – The expected return given a state s at time t. V(s) = 𝔼[𝐺𝑡|𝑠𝑡 = 𝑠] 

Action-value function – Q(s, a) = 𝔼[𝐺𝑡|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎] 

Advantage function – The difference between action-value and state-value. A(s, a) =

Q(s, a) − V(s) 

 

Figure 2. Interaction between an agent and environment (UCL COMPM050/COMPGI13 

Reinforcement Learning course material, 2015) 

 

As shown in figure above, the agent is acting in an environment. How the environment 

reacts to certain actions is defined by a model which we may or may not know. The agent 

can stay in one of many states (s∈S) of the environment, and choose to take one of many 

actions (a∈A) to switch from one state to another. Which state the agent will arrive in is 

decided by transition probabilities between states (P𝑎(𝑠, 𝑠′)). Once an action is taken, the 

environment delivers a reward (r∈R) as feedback. 



 

 

1.2.2 Markov Decision Process 

 

Almost all the RL problems can be framed as Markov Decision Processes. All states in 

MDP has Markov property, which means the future only depends on the current state but 

not the history: 

P[st+1|st] = P[st+1|s1, … , st] 

 

In other words, given the present, the future and the past are conditionally independent. 

 

A Markov decision process is defined as a 5-element tuple M =< S, A, P, R, γ >, where S 

is a set of states, A is a set of actions, P is the state transition probability, R is the reward 

function, γ is the discounting factor for future rewards. In an unknown environment, P and 

R are not fully known. 

 

1.2.3 Gradient-based optimization 

1.2.3.1 Gradient descent 

 

Gradient descent is one of the most popular algorithms to perform 

optimization and by far the most common way to optimize neural networks. It 

is a way to minimize an objective function J(θ) parameterized by parameters 

θ ∈ Rd by updating the parameters in the opposite direction of the gradient of 

the objective function ∇θ 𝐽(𝜃) with respect to the parameters. The learning 

rate η determines the size of the steps taken to reach a (local) minimum.  

 

Figure 3. An example gradient descent of objective function with two parameters 

(Wikipedia: Gradient descent) 

 

In other words, the optimization procedure follows the direction of the slope of 

the surface created by the objective function downhill until a ‘valley’ is reached 

(see figure 3). 

 



1.3 Main categories 

As is introduced in 1.2, the model defines the reward function and state transition 

probabilities. The knowledge about the model will differentiate two circumstances: (1) The 

model is known, which means we fully know the environment and can find the optimal 

solution by doing model-based RL. (2) The model is unknown, which is more often the 

case in real-world practice, meaning that we need to learn with incomplete information 

about the environment and do model-free RL or try to learn the model explicitly as part of 

the algorithm. 

 

Model-free RL is a flexible framework in which decision-making policies are directly 

learned without going through explicit modelling of the environment. Policy iteration and 

policy search are two main approaches of model-free RL. 

 

In the policy iteration approach, the value function is first estimated and then policies are 

determined based on the learned value function. Policy iteration is demonstrated to work 

well in many real-world applications, especially in problems with discrete states and actions. 

Though policy iteration can naturally deal with continuous states by function 

approximation, continuous actions are hard to handle due to the difficulty of finding 

maximizers of value functions with respect to actions. In addition, since policies are 

indirectly determined via value function approximation, misspecification of value function 

models can lead to inappropriate policies even in very simple problems. Another limitation 

of policy iteration especially in physical control tasks is that control policies can vary 

drastically in each iteration, which will case severe instability in the physical system and 

thus is not favorable in practice.  

 

In the policy search approach, control policies are directly learned so that the return is 

maximized. Among policy search methods, the gradient-based method (also known as 

policy gradient method) is particularly useful in physical control tasks since policies are 

changed in a gradual manner, which ensures the stability of the physical system.  

 

1.4 Policy gradient methods 

 

Policy gradient methods work by computing an estimator of the policy gradient and 

plugging it into a stochastic gradient ascent algorithm. 

 

Policy gradient methods target at modeling and optimizing the policy directly. The policy 

π is usually modeled with a parameterized function with respect to θ, i.e. πθ(𝑎|𝑠). The 

value of the reward objective function  

J(θ) = ∑ 𝑑𝜋(𝑠)𝑉𝜋(𝑠) = ∑ 𝑑𝜋(𝑠) ∑ 𝜋𝜃(𝑎|𝑠)𝑄𝜋(𝑠, 𝑎)

𝑎∈𝐴𝑠∈𝑆𝑠∈𝑆

 

depends on this policy and various algorithms can be applied to optimize θ for the best 

reward. dπ(𝑠)  is the stationary distribution of Markov chain for policy πθ , dπ(𝑠) =

lim
𝑡→∞

𝑃(𝑠𝑡 = 𝑠|𝑠0, 𝜋𝜃) is the probability that st = 𝑠 when starting from s0 and following 



policy πθ for t steps. 

 

 

Policy gradient theorem 

By using policy gradient methods, we can move θ toward the direction suggested by the 

gradient ∇θ J(θ) (named ‘policy gradient’) to find the best parameters θ for policy πθ 

that produces the highest return. 

 

Policy gradient theorem provides a reformation of the derivative of the objective function 

to not involve the derivative of the state distribution dπ(. ) and to a large degree simplifies 

the gradient computation: 

 

𝑔 =  𝔼[∑ 𝜓𝑡∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)

∞

𝑡=0

] 

where ψt may take one of the following forms: 

(1) ∑ 𝑟𝑡
∞
𝑡=0 : total reward of the trajectory 

(2) ∑ 𝑟𝑡′
∞
𝑡′=𝑡 : reward following action at 

(3) ∑ 𝑟𝑡′ − 𝑏(𝑠𝑡)∞
𝑡′=𝑡 : baselined version of previous formula 

(4) Qπ(𝑠𝑡, 𝑎𝑡): state-action value function 

(5) Aπ(𝑠𝑡, 𝑎𝑡): advantage function 

(6) rt + 𝑉𝜋(𝑠𝑡+1) − Vπ(𝑠𝑡): temporal difference residual 

 

The policy gradient theorem lays the theoretical foundation for various policy gradient 

algorithms. 

1.4.1 Properties and advantages of policy gradient methods 

 

Policy-based methods are naturally expected to be more effective in the continuous space 

than value-based methods because value-based approaches will be quite expensive 

computationally when the action and state space are continuous space (there is an infinite 

number of actions and states to estimate values for).  

 

2. Policy Gradient methods and variants 

2.1 Vanilla Monte Carlo based version: REINFORCE 

 

Monte Carlo policy gradient methods apply direct gradient-based optimization to the reinforcement 

learning objective function, which means directly differentiating the J(θ) objective with respect to 

the policy parameters θ.  

 

The standard form of Monte Carlo based policy gradient method is known as the REINFORCE 

algorithm: 

∇θ 𝐽(𝜃) = 𝔼𝜋 [∑ ∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)𝛾𝑡𝐺𝑡

∞

𝑡=0

] = 𝔼𝜋[∑ γt∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(𝐺𝑡 − 𝑏(𝑠𝑡))]

∞

𝑡=0

 



where b(st) is known as the baseline serving to reduce the variance of policy gradient. Gtis the 

γ-discounted cumulative return from t for an infinite horizon problem, Gt = ∑ 𝛾𝑡′−𝑡𝑟(𝑠𝑡′ , 𝑎𝑡′)∞
𝑡′=𝑡 . 

Gt  is measured from real sample trajectories, the calculation of policy gradient relies on a full 

trajectory and that’s why this method is a Monte Carlo based method. 

 

For simplicity, denote ρπ(𝑠) = ∑ 𝛾𝑡𝑝(𝑠𝑡 = 𝑠)∞
𝑡=0  as the unnormalized discounted state visitation 

frequency, then the REINFORCE policy gradient can be written as: 

∇θ 𝐽(𝜃) = 𝔼𝑠𝑡~𝜌𝜋(.),𝑎𝑡~𝜋(.|𝑠𝑡)[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(𝐺𝑡 − 𝑏(𝑠𝑡))] 

 

Above is an unbiased gradient of the RL objective. However, the gradient estimated using Monte 

Carlo samples in practice has very high variance. A proper selection of baseline is helpful to reduce 

the variance sufficiently such that learning becomes feasible. A common choice is to use the 

estimated state value function Vπ(𝑠𝑡) as the baseline, which provides an estimate of advantage 

function Aπ(𝑠𝑡, 𝑎𝑡), a centered action-value function Qπ(𝑠𝑡, 𝑎𝑡). 

 

More explicitly, the advantage function is defined below: 

Vπ(𝑠𝑡) = 𝔼𝜋[𝐺𝑡] = 𝔼𝜋𝜃(𝑎𝑡|𝑠𝑡)[𝑄𝜋(𝑠𝑡, 𝑎𝑡)] 

Qπ(𝑠𝑡, 𝑎𝑡) = 𝑟(𝑠𝑡, 𝑎𝑡) + 𝛾𝔼𝜋[Gt+1] = 𝑟(𝑠𝑡, 𝑎𝑡) + 𝛾𝔼𝑝(𝑠𝑡+1|𝑠𝑡,𝑎𝑡)[Vπ(𝑠𝑡+1)] 

Aπ(𝑠𝑡, 𝑎𝑡) = 𝑄𝜋(𝑠𝑡, 𝑎𝑡) − 𝑉𝜋(𝑠𝑡) 

 

Qπ(𝑠𝑡, 𝑎𝑡)  summarizes the performance of each action from a given state, assuming it follows 

policy π. Aπ(𝑠𝑡, 𝑎𝑡) provides a measure of how each action compares to the average performance 

at the state st, 𝑖. 𝑒. , 𝑉𝜋(𝑠𝑡) . Using a centered advantage function instead of Q function can 

significantly reduce the gradient variance. 

 

2.2 Stabilization on policy updates: 

2.2.1 TRPO 

 

Since the policy gradient estimator tends to have high variance, an update of the policy 

parameters that is too far could lead to the instability of learning. In order to improve the 

training stability, Trust region policy optimization (TRPO) method (Schulman, et al., 2015) 

was proposed with the idea of enforcing a KL divergence (used to measure the difference 

of policy distribution before and after an update) constraint on the size of policy update at 

each iteration. 

 

In off-policy method, the objective function measures the total advantage over the state 

visitation distribution and actions, while the samples are from a different behavior policy 

β(a|s). 

 

J(θ) = ∑ 𝜌𝜋𝜃𝑜𝑙𝑑

𝑠∈𝑆

∑(𝜋𝜃(𝑎|𝑠)�̂�𝜃𝑜𝑙𝑑
(𝑠, 𝑎))

𝑎∈𝐴

 

= ∑ 𝜌𝜋𝜃𝑜𝑙𝑑

𝑠∈𝑆

∑(𝛽(𝑎|𝑠)
𝜋𝜃(𝑎|𝑠)

𝛽(𝑎|𝑠)
�̂�𝜃𝑜𝑙𝑑

(𝑠, 𝑎))

𝑎∈𝐴

 



= 𝔼
𝑠~𝜌

𝜋𝜃𝑜𝑙𝑑 ,𝑎~𝛽
[
𝜋𝜃(𝑎|𝑠)

𝛽(𝑎|𝑠)
�̂�𝜃𝑜𝑙𝑑

(𝑠, 𝑎)] 

where θold  is the policy parameters before the update; ρπθ  is the discounted state 

distribution defined as ∫ ∑ 𝛾𝑘−1𝜌0(𝑠)𝜌𝜋(𝑠 → 𝑠′, 𝑘)𝑑𝑠∞
𝑘=1𝑆

 , ρ0(𝑠)  is the initial 

distribution over states, ρπ(𝑠 → 𝑠′, 𝑘) is the visitation probability density at state s’ after 

moving k steps by policy π with the starting state s. 

 

In on-policy method, the behavior policy is the old version of policy, i.e. πθold
(𝑎|𝑠).  

J(θ) = 𝔼
𝑠~𝜌

𝜋𝜃𝑜𝑙𝑑 ,𝑎~𝜋𝑜𝑙𝑑
[

𝜋𝜃(𝑎|𝑠)

𝜋𝜃𝑜𝑙𝑑
(𝑎|𝑠)

�̂�𝜃𝑜𝑙𝑑
(𝑠, 𝑎)] 

 

The goal of TRPO algorithm is to maximize the objective function J(θ) with a trust region 

constraint which enforces the distance between old and new policies measured by KL-

divergence to be small enough. 

 

𝔼
𝑠~𝜌

𝜋𝜃𝑜𝑙𝑑
[𝐷𝐾𝐿(𝜋𝜃𝑜𝑙𝑑

(. |𝑠)||𝜋𝜃(. |𝑠))] ≤ δ 

 

With the above constraint, the old and new policies would not diverge too much when the 

constraint is met, guaranteeing better stability of the algorithm. 

 

2.2.2 PPO 

 

Proximal policy optimization (PPO) is proposed to attain the data efficiency and reliable 

performance of TRPO, while using only first-order optimization, making the algorithm less 

complicated compared to TRPO. 

 

Let rt(𝜃)  denote the probability ration rt(𝜃) =
𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝜋𝜃𝑜𝑙𝑑
(𝑎𝑡|𝑠𝑡)

 . In TRPO, the goal is to 

maximize a ‘surrogate’ objective L(θ) = �̂�𝑡[
𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝜋𝜃𝑜𝑙𝑑
(𝑎𝑡|𝑠𝑡)

�̂�𝑡] = �̂�𝑡[𝑟𝑡(𝜃)�̂�𝑡]. 

 

Without a constraint, maximization of L could lead to an excessively large policy update, 

hence further modification of the objective function is necessary to penalize changes to the 

policy that move rt(𝜃) away from 1. 

 

Clipped objective 

In (Schulman J, Wolski F, Dhariwal P, et al., 2017) work, they proposed a novel objective 

with clipped probability ratios which performs a pessimistic estimate (i.e., lower bound) of 

the performance of the policy. The main objective proposed is the following: 

LCLIP(θ) = �̂�𝑡[min (𝑟𝑡(𝜃)�̂�𝑡 , 𝑐𝑙𝑖𝑝(𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖)�̂�𝑡] 

where epsilon ϵ is a hyperparameter. (suggested value ϵ = 0.2). 

 



The explanation of this modified objective is as follows. The first term inside the min is 

L(θ) . The second term 𝑐𝑙𝑖𝑝(𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖)�̂�𝑡  modifies the surrogate objective by 

clipping the probability ratio which removes the incentive for moving rt outside of the 

interval [1 − ϵ, 1 + ϵ] . The modified objective takes the minimum of the clipped and 

unclipped objective, making the final objective a lower bound on the unclipped objective.  

 

Figure 4. Plots showing one term (i.e., a single timestep) of LCLIP as a function of the 

probability ratio r, for positive advantages (left) and negative advantages (right). The red 

circle on each plot shows the starting point for the optimization, i.e., r=1. (Schulman J, 

Wolski F, Dhariwal P, et al., 2017) 

 

With this ‘clip’ scheme introduced, only the change in probability ratio that leads to 

improve the objective is constraint in size, i.e., the probability ratio r is clipped at 1-ϵ or 

1 + ϵ depending on whether the advantage function is positive or negative. 

 

Adaptive KL Penalty Coefficient 

Another approach which could be used as an alternative to the clipped surrogate objective 

is to include a penalty on KL-divergence: 

 

LKLPEN(θ) = �̂�𝑡[
𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝜋𝜃𝑜𝑙𝑑
(𝑎𝑡|𝑠𝑡)

�̂�𝑡 − 𝛽 𝐾𝐿[𝜋𝑜𝑙𝑑(. |𝑠𝑡), 𝜋𝜃(. |𝑠𝑡)] ] 

 

The KL penalty is made adaptive by using a parameter β adaptive to the KL-divergence 

of each policy update: 

 

Compute d = �̂�𝑡[𝐾𝐿[𝜋𝑜𝑙𝑑(. |𝑠𝑡), 𝜋𝜃(. |𝑠𝑡)] ] 

- If d＜
dtarg

1.5
, 𝛽 ←

𝛽

2
 

- If d＞𝑑𝑡𝑎𝑟𝑔 × 1.5, 𝛽 ← 𝛽 × 2 

where dtarg is some target value of the KL-divergence and the updated β is used for the 

next policy update. The initial value of β is another hyperparameter but is not important 

in actual practice since β could be quickly adjusted in this algorithm. 

 



Algorithm Pseudocode 

 

 

Above is an actor-critic version of PPO algorithm implementation, more details about actor-

critic methods will be cover in the later section. 

 

Experiments 

In the experiments, the performance of various different versions of the surrogate objective 

are compared.  

Table 1. Results from continuous control benchmark. Average normalized scores (over 21 

runs of the algorithm on 7 environments) for each algorithm / hyperparameter setting. Note: 

β was initialized at 1. (Schulman J, Wolski F, Dhariwal P, et al., 2017) 

 

The experiments used 7 simulated robotics tasks implemented in OpenAI Gym which use 

the MuJoCo engine. The timestep of each algorithm’s training is one million. The policy is 

represented using a fully-connected MLP with two hidden layers of 64 units and 

nonlinearities, outputting the mean of a Gaussian distribution with variable standard 

deviations. Each runoff the algorithm is scored by computing the average total reward of 

the last 100 episodes. The results show that the version with clipped probability ratios 

performs best. 

 

The PPO with clipped surrogate objective was also compared to several other methods 

which are considered effective for continuous problems. 

 



Figure 5. Comparison of several algorithms on several MuJoCo environments, training for 

one million timesteps. (Schulman J, Wolski F, Dhariwal P, et al., 2017) 

 

The algorithm is compared against the implementations of algorithms such as trust region 

policy optimization, cross-entropy method, vanilla policy gradient with adaptive stepsize, 

advantage actor critic (A2C) , A2C with trust region. Results show that PPO outperforms 

the previous methods on almost all the continuous control environments. 

 

2.3 Actor-Critic methods 

 

The vast majority of reinforcement learning methods fall into one of the following two 

categories: 

 

Actor-only methods that work with a parameterized family of policies. The gradient of the 

performance with respect to the actor (policy) parameters is directly estimated by 

simulation, the policy parameters are update in a direction of improvement. A possible 

drawback of actor-only methods is that the gradient estimators may suffer a large variance. 

 

Critic-only methods that depend exclusively on the approximation of value function and 

aim at learning an approximate solution to the Bellman equation which will hopefully lead 

to a near-optimal policy. Such methods are indirect in the sense that they do not try to 

optimize directly over a policy space. The success of the method, to a large extent, relies 

on the quality of approximation of the value function. If the approximated value function 

is not well constructed, the near-optimality of the resulting policy is hardly guaranteed. 

 

Actor-critic methods 

Actor-critic methods are a combination of actor-only and critic-only methods. 

 

There are two closely related processes in actor-critic methods: 

(a) Actor improvement which aims at improving the current policy. 

(b) Critic evaluation which evaluates the current policy based on the value function. 

 



Actor-critic methods alternate between a policy evaluation and a policy improvement step. 

Figure 6. Actor-critic architecture (Milica Gašić, University of Cambridge, Reinforcement 

Learning and Decision Making MLSALT7 course lecture, 2016) 

 

As the architecture shown in figure above, the critic uses an approximation to learn a value 

function which is then used to update the actor’s policy parameters in order to improve the 

policy performance. Such methods naturally inherit gradient-based methods’ good 

convergence properties.  

 

2.3.1 A3C 

Asynchronous advantage actor-critic (A3C), is an actor-critic method with a special focus 

on parallel training. 

 

In A3C, the critics learn the value function while multiple actors are trained in parallel and 

get synchronized with global parameters from time to time. More specifically, the algorithm 

maintains a global policy πθ(𝑎𝑡|𝑠𝑡) and an estimate of value function Vθv
(𝑠𝑡) , every 

actor-learner thread also has its own policy  πθ′(𝑎𝑡|𝑠𝑡)and estimate of the value function 

Vθv′(𝑠𝑡). The policy and the value function are updated after every tmax actions or when 

a terminal state is reached. The using of parallel actor-learners to update a shared model 

could lead to much faster training processes. 



Algorithm pseudocode 

 

2.3.2 A2C 

Advantage actor critic (A2C) is a synchronous version of A3C. In the previous A3C 

methods, each actor-learner communicates (submit accumulated gradients) with the global 

parameters independently, which makes it possible that sometimes the thread-specific 

actor-learners play with different versions of policies and then the parameter update 

aggregated to the global parameters would not be the optimal. 

 

A2C is proposed to cope with this inconsistency problem, a coordinator is included to wait 

for all the parallel actors to finish their accumulated gradient before updating the global 

parameters in each iteration. This modification makes the training process more cohesive 

and potential to converge faster. 

 

Figure 7. The A2C architecture (Lilian Weng, Policy Gradient Algorithms, 2018) 

 



A2C method is found to be able to utilize GPUs more efficiently in experiments, and could 

have the same or better performance than its asynchronous version. 

 

2.3.3 ACER 

Actor-critic with experience replay (ACER) is an off-policy actor-critic deep reinforcement 

learning agent with experience replay which greatly increases sample efficiency and 

decreases data correlation. 

 

Besides the using of experience replay, the three main innovations of ACER are:  

(1) Truncated importance sampling with bias correction. 

(2) Stochastic dueling network architectures. 

(3) A new efficient trust region policy optimization method. 

 

Truncated importance sampling  

Off-policy learning with experience replay may be an obvious technique to improve actor-

critic algorithm’s sample efficiency. However, controlling the variance and stability of off-

policy estimators could be challenging.  

 

Importance sampling is one popular approach for off-policy learning, it proceeds as follows: 

(a) Retrieve a trajectory {s0, a0, r0, μ(. |s0), … , sk, ak, rk, μ(. |sk)}, where the actions are 

sampled according to the off-policy behavior policy μ  from the experience replay 

memory. 

(b) Calculate the importance weighted policy gradient estimator: 

ĝ𝑖𝑚𝑝 = (∏
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)

𝑘

𝑡=0

) ∑ (∑ 𝛾𝑖𝑟𝑡+𝑖

𝑘

𝑖=0

) ∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)

𝑘

𝑡=0

 

where the 
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
 is the importance weight (ratio of target policy and behavior policy). 

This estimator is unbiased but suffers from high variance since it involves a product of 

many possibly unbounded importance weights. 

 

A method to attack this problem is to use marginal value functions over the limiting 

distribution of the process the get a approximation of the gradient, this is proposed in Degris 

et al.(2012) : 

gmarg = 𝔼st~𝛽,𝑎𝑡~𝜇[
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡) 𝑄𝜋(𝑠𝑡, 𝑎𝑡) 

where 𝔼st~𝛽,𝑎𝑡~𝜇  is the expectation with respect to the limiting distribution β(s) =

lim
t→∞

𝑃(𝑠𝑡 = 𝑠|𝑠0, 𝜇) with behavior policy μ. This equation depends on Qπ and not on Qμ, 

therefore the Qπ needs to be estimated. There is no longer product of importance weights 

in the gradient, but instead only need to estimate the marginal importance weight ρt =

𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
. 

 



In ACER, the Qπ  in the above gradient equation is estimated using Retrace Q-value 

estimation method (Munos et al., 2016). Given a trajectory generated under behavior policy 

μ, the recursive definition of Retrace estimator is expressed as: 

 

Qret(𝑠𝑡, 𝑎𝑡) = 𝑟𝑡 + 𝛾�̅�𝑡+1[𝑄𝑟𝑒𝑡(𝑠𝑡+1, 𝑎𝑡+1) − 𝑄(𝑠𝑡+1,𝑎𝑡+1)] + 𝛾𝑉(𝑠𝑡+1) 

where ρ̅𝑡 = min {
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
, c} , Q  is the current value estimate of Qπ , V(s) =

 𝔼𝑎~𝜋𝑄(𝑠, 𝑎).  

 

Retrace is an off-policy method with low variance and is proven to converge to the value 

function of the target policy for any behavior policy. (Munos et al., 2016) The recursive 

Retrace equation depends on the estimate Q, which is usually represented by neural network 

Qθv
(𝑠𝑡, 𝑎𝑡), then Vθv

(𝑠𝑡) can be derived by taking expectation of Qθv
 under policy πθ. 

 

In return, Qret is used in the learning of critic Qθv
, as a target in a mean squared error loss 

function. The gradient used in update of parameters θv is given as: 

(Qret(𝑠𝑡, 𝑎𝑡) − 𝑄𝜃𝑣
(𝑠𝑡, 𝑎𝑡)) ∇𝜃𝑣

𝑄𝜃𝑣
(𝑠𝑡, 𝑎𝑡) 

The gold of involving Retrace method is to reduce bias in the policy gradient and enable 

faster learning of critic. 

 

However, the marginal importance weights in gmarg  can become large and then cause 

instability. A proposed modification is to truncate the importance weights and introduce a 

correction term via the decomposition of gmarg: 

gmarg = 𝔼st~𝛽,𝑎𝑡~𝜇[
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡) 𝑄𝜋(𝑠𝑡, 𝑎𝑡) 

= 𝔼st~𝛽[𝔼𝑎𝑡~𝜇[ρ̅𝑡∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡) 𝑄𝜋(𝑠𝑡, 𝑎𝑡)]

+ 𝔼𝑎𝑡~𝜋([
𝜌𝑡(𝑎) − 𝑐

𝜌𝑡(𝑎)
]

+

∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡) 𝑄𝜋(𝑠𝑡, 𝑎𝑡)) 

where ρ̅𝑡 = min {𝜌𝑡, c}  with ρt =
𝜋(𝑎𝑡|𝑠𝑡)

𝜇(𝑎𝑡|𝑠𝑡)
 , and [𝑥]+ = 𝑥  if x > 0  and is zero 

otherwise. The variance of the gradient estimate is bounded by clipping the importance 

weight in the first term of this equation. The second correction term serves to ensure the 

estimate is unbiased. 

 

By approximating Qπ in the correction term with neural network Qθv
(𝑠𝑡, 𝑎𝑡) and the Qπ 

in the first term with Qret, the following estimator is attained: 

 

ĝmarg = 𝔼st~𝛽[𝔼𝑎𝑡~𝜇 [ρ̅𝑡∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡) [𝑄𝑟𝑒𝑡(𝑠𝑡, 𝑎𝑡) − 𝑉𝜃𝑣
(𝑠𝑡)]]

+ 𝔼𝑎𝑡~𝜋([
𝜌𝑡(𝑎) − 𝑐

𝜌𝑡(𝑎)
]

+

∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)[ 𝑄𝜃𝑣
(𝑠𝑡, 𝑎𝑡) − 𝑉𝜃𝑣

(𝑠𝑡)]) 

Note that the baseline 𝑉𝜃𝑣
(𝑠𝑡) is subtracted to reduce variance. 

 



Efficient TRPO 

ACER adopts the idea of TRPO (limit the per-step changes to the policy to ensure stability 

since the policy updates of actor-critic methods often show high variance) but with a small 

adjustment to make it more computationally efficient. 

 

Rather than measuring the KL divergence between polices before and after one update step, 

ACER maintains a running average of past policies and forces the updated policy to not 

deviate too far from the average policy. 

 

Stochastic dueling network 

Retrace provides a target for learning Qθv
 but not for learning Vθv

. The Vθv
 could be 

computed by using importance sampling given Qθv
, while the estimator calculated in this 

method has high variance. Then a new architecture called Stochastic Dueling Networks is 

proposed, it is designed to estimate both Vπ  and Qπ  while maintaining consistency 

between the two estimates. 

 

At every time step, a Stochastic Dueling Network outputs a stochastic estimate Q𝜃𝑣

~  of Qπ 

and a deterministic estimate Vθv
 of Vπ such that: 

Q𝜃𝑣

~ (st, at)~Vθv
(𝑠𝑡) + 𝐴𝜃𝑣

(𝑠𝑡, 𝑎𝑡) −
1

𝑛
∑ 𝐴𝜃𝑣

𝑛

𝑖=1

(𝑠𝑡, 𝑢𝑖), 𝑎𝑛𝑑 𝑢𝑖~𝜋𝜃(. |𝑠𝑡) 

where n is a user-specified parameter. 

 

The two estimates are said to be consistent when the following holds: 

𝔼𝑎~𝜋(.|𝑠𝑡) [𝔼𝑢1:𝑛~𝜋(.|𝑠𝑡) (Q𝜃𝑣

~ (st, at))] =  Vθv
(𝑠𝑡) 

Figure 8. Schematic of stochastic dueling network. The [u1, … , 𝑢𝑛] are samples from 

πθ(. |𝑠𝑡) (Wang Z, Bapst V, Heess N, et al., 2016) 



 

Algorithm pseudocode 

 

 

Experiment 

Figure 9. Performance of different methods on tasks in MuJoCo environment. (Wang Z, 

Bapst V, Heess N, et al., 2016) 



 

As shown above, ACER outperforms all other methods and shows obvious advantage in 

tasks with higher dimensionality (humanoid, cheetah, walker and fish). 

 

2.4 Deterministic policy: DDPG 

 

Policy gradient methods with function approximation or actor-critic methods usually include a 

policy evaluation step which often uses temporal difference learning to fit a critic Qwfor the 

current policy π(θ) and a policy improvement step which greedily optimizes the policy π 

against the critic estimate Qw. Better sample efficiency could be achieved by using off-policy 

TD-learning for the critic, as in Q-learning and deterministic policy gradient, typically by means 

of experience replay for training deep Q networks. 

 

One relevant example of such a method is the deep deterministic policy gradient (DDPG) 

method. 

 

The updates for this method are given as: 

w = arg min
𝑤

𝔼𝑠𝑡~𝜌𝛽(.),𝑎𝑡~𝛽(.|𝑠𝑡)[(𝑟(𝑠𝑡, 𝑎𝑡) + 𝛾𝑄(𝑠𝑡+1, 𝜇𝜃(𝑠𝑡+1)) − 𝑄𝑤(𝑠𝑡, 𝑎𝑡))
2

] 

θ = arg max
𝜃

𝔼𝑠𝑡~𝜌𝛽(.) [𝑄𝑤(𝑠𝑡, 𝜇𝜃(𝑠𝑡))] 

where πθ(𝑎𝑡|𝑠𝑡) = 𝛿(𝑎𝑡 = 𝜇𝜃(𝑠𝑡))  is a deterministic policy, β  is arbitrary exploration 

distribution, ρβ represents sampling from a replay buffer. Q(. , . ) is the target network that 

slowly tracks Qw. (Lillicrap et al., 2016) 

 

When the critic and policy are parameterized with neural networks, stochastic gradient 

optimization is used. 

 

The policy gradient is given below: 

∇θ 𝐽(𝜃) ≈ 𝔼𝑠𝑡~𝜌𝛽(.)[∇𝑎𝑄𝑤(𝑠𝑡, 𝑎)|𝑎=𝜇𝜃(𝑠𝑡)∇𝜃𝜇𝜃(𝑠𝑡)] 

which is a biased gradient of J(θ). 

 

Pro: DDPG does not rely on high variance REINFORCE gradients and is trainable on off-policy 

data, therefore it’s more sample-efficient. 

 

Con: The use of a biased policy gradient estimator makes analyzing its convergence and 

stability properties difficult.  

 

Algorithm pseudocode 



 

2.5 Combination of value-based and policy-based methods 

 

2.5.1 Q-Prop 

 

A major obstacle facing deep RL in the real world is the high sample complexity. Batch 

policy gradient methods offer stable learning, but at the cost of high variance, which often 

requires large batches. TD-style methods such as off-policy actor-critic and Q-learning, are 

more sample-efficient but biased, and often need expensive hyperparameter tuning to 

stabilize the training.  

 

Q-Prop is a policy gradient method developed to combine the stability of policy gradients 

with the sample efficiency of off-policy RL. 

 

Q-Prop estimator 

The key idea of Q-Prop gradient estimator comes from the REINFORCE gradient estimator 

and DDPG gradient estimator. The former one provides an almost unbiased gradient 

estimator but with high variance, while the latter one provides a deterministic but biased 

gradient. The Q-Prop method uses both types of gradient information to construct a new 

estimator that in practice exhibits improved sample efficiency through using off-policy 

samples and preserves the stability of on-policy Monte Carlo policy gradient.  

 

Consider an arbitrary function f(st, 𝑎𝑡) , its first-order Taylor expansion is f(̅𝑠𝑡, 𝑎𝑡) =

𝑓(𝑠𝑡, �̅�𝑡) + ∇𝑎𝑓(𝑠𝑡, 𝑎)|𝑎=�̅�𝑡
(𝑎𝑡 − �̅�𝑡). 

 

Use Q̂(𝑠𝑡, 𝑎𝑡) = ∑ 𝛾𝑡′−𝑡𝑟(𝑠𝑡′ , 𝑎𝑡′)∞
𝑡′=𝑡  to denote Monte Carlo return from state st and at, 



and use μθ(𝑠𝑡) = 𝔼𝜋𝜃(𝑎𝑡|𝑠𝑡)[𝑎𝑡] to denote the expected action of a stochastic policy πθ. 

 

∇θ 𝐽(𝜃) = 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(�̂�(𝑠𝑡, 𝑎𝑡) − 𝑓̅(𝑠𝑡, 𝑎𝑡)] + 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)𝑓̅(𝑠𝑡, 𝑎𝑡)] 

= 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(�̂�(𝑠𝑡, 𝑎𝑡) − 𝑓̅(𝑠𝑡, 𝑎𝑡)] + 𝔼𝜌𝜋
[∇𝑎𝑓(𝑠𝑡, 𝑎)|𝑎=�̅�𝑡

∇𝜃𝜇𝜃(𝑠𝑡)] 

 

The above is a general form for arbitrary function f(st, 𝑎𝑡)  that is differentiable with 

respect to at at an arbitrary value of a̅𝑡. Q-Prop estimator uses a Taylor expansion of the 

critic Qw for f and μθ(𝑠𝑡) for a̅𝑡, then the policy gradient estimator is given by: 

 

∇θ 𝐽(𝜃) = 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(�̂�(𝑠𝑡, 𝑎𝑡) − �̅�𝑤(𝑠𝑡, 𝑎𝑡)] + 𝔼𝜌𝜋
[∇𝑎𝑄𝑤(𝑠𝑡, 𝑎)|𝑎=𝜇𝜃(𝑠𝑡)∇𝜃𝜇𝜃(𝑠𝑡)] 

 

The Q-Prop estimator in terms of advantages takes the following form: 

 

∇θ 𝐽(𝜃) = 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(�̂�(𝑠𝑡, 𝑎𝑡) − �̅�𝑤(𝑠𝑡, 𝑎𝑡)] + 𝔼𝜌𝜋
[∇𝑎𝑄𝑤(𝑠𝑡, 𝑎)|𝑎=𝜇𝜃(𝑠𝑡)∇𝜃𝜇𝜃(𝑠𝑡)] 

where A̅(𝑠𝑡, 𝑎𝑡) = �̅�(𝑠𝑡, 𝑎𝑡) − 𝔼𝜋𝜃
[�̅�(𝑠𝑡, 𝑎𝑡)] = ∇𝑎𝑄𝑤(𝑠𝑡, 𝑎)|𝑎=𝜇𝜃(𝑠𝑡)(𝑎𝑡 − 𝜇𝜃(𝑠𝑡)) 

 

The above equation is composed of an analytic gradient through the critic as in DDPG and 

a residual REINFORCE gradient. Therefore Q-Prop estimator is a Monte Carlo policy 

gradient estimator with a special form of control variate (the red color part in the equation). 

 

Adaptive Q-Prop 

Based on the originally derived Q-Prop gradient estimator, an additional weighing variable 

η(st) can be included to modulate the strength of control variate. Note that this additional 

variable η(st) doesn’t introduce bias to the estimator. 

 

∇θ 𝐽(𝜃) = 𝔼𝜌𝜋,𝜋[∇𝜃 log 𝜋𝜃(𝑎𝑡|𝑠𝑡)(�̂�(𝑠𝑡, 𝑎𝑡) − 𝛈(𝐬𝐭)�̅�𝑤(𝑠𝑡, 𝑎𝑡)]

+ 𝔼𝜌𝜋
[𝛈(𝐬𝐭)∇𝑎𝑄𝑤(𝑠𝑡, 𝑎)|𝑎=𝜇𝜃(𝑠𝑡)∇𝜃𝜇𝜃(𝑠𝑡)] 

 

It’s mathematically derived the condition of minimizing this estimator’s variance is as 

below: 

η∗(𝑠𝑡) =
𝐶𝑜𝑣𝑎𝑡

(�̂�,�̅�)

𝑉𝑎𝑟𝑎𝑡
(�̅�)

. 

 

This η∗(𝑠𝑡) provides maximum reduction in Q-Prop estimator’s variance. This method is 

called the fully adaptive Q-Prop method.  

 

The most important conclusion coming with this method is that, the critic Qw in adaptive 

Q-Prop does not necessarily need to approximate Qπ well to produce good results, which 

is different from actor-critic methods where performance greatly depend on the 

approximation accuracy of the critic. 

 

Conservative and Aggressive Q-Prop 

In practice, the estimate of Covat
(�̂�, �̅�)  itself has high variance, two practical 

implementations of adaptive Q-Prop are proposed: 



 

a. Conservative Q-Prop: η(st) = 1 if Cov̂𝑎𝑡
(�̂�, �̅�) > 0 and η(st) = 0 if otherwise. 

b. Aggressive Q-Prop: η(st) = 𝑠𝑖𝑔𝑛(Cov̂𝑎𝑡
(�̂�, �̅�)). 

 

The former one can effectively disable the control variate when Â and A̅ are negatively 

correlated, which possibly indicates that the critic is quite poor.(啥意思) The latter one 

makes more liberal use of the control variate. 

 

Algorithm Pseudocode 

 

Above is pseudocode for the adaptive Q-Prop algorithm, which is a mixture of policy 

gradient and actor-critic. 

 

Experiments 

The Q-Prop and its variants are evaluated on continuous control environments from the 

OpenAI Gym benchmark using MuJoCo physics simulator. 

Figure 10. Standard Q-Prop against its adaptive variants. “TR-” denotes trust-region 

policy optimization, “c-” and “a-” denotes conservative and aggressive Q-Prop 

respectively, the number denotes the batch size. (Gu S, Lillicrap T, Ghahramani Z, et al., 

2017) 

 

Results in above figure shows: (1) Conservative Q-Prop achieves much more stable 

performance than the standard and aggressive variants; (2) All Q-Prop methods 



significantly outperform TRPO in terms of sample efficiency. For example, conservative 

Q-Prop uses about 10 times less samples than TRPO to reach an average reward of 4000. 

 

Figure 11. Conservative Q-Prop against TRPO across batch sizes. (Gu S, Lillicrap T, 

Ghahramani Z, et al., 2017) 

 

By the comparison of the performance of conservative Q-Prop against TRPO across 

different batch sizes, we can tell that TRPO typically require much larger batch sizes to 

reach an average return comparable to that of conservative Q-Prop method. It’s also 

shown that Q-Prop method can achieve better sample efficiency with small batch sizes, 

indicating that Q-Prop significantly reduces the variance. 

 

Figure 12. Average return over episodes in HalfCheetah-v1 and Humanoid-v1 tasks 

across different model-free algorithms. (Gu S, Lillicrap T, Ghahramani Z, et al., 2017) 

 

Figure (a) shows that conservative Q-Prop methods significantly outperform the best 

TRPO and VPG methods. DDPG shows inconsistent performances. DDPG outperforms 

other methods when with proper reward scale (like “DDPG-r0.1”) while performs poorly 

with improper reward scale, which indicates that DDPG, to a large extent, is dependent on 

the hyperparameter settings. Q-Prop variants shown better stability in the experiments. 

 

2.5.2 PCL 

 

Path consistency learning (PCL) is a new RL algorithm based on a relationship between 



softmax temporal value consistency and policy optimality under entropy regularization, 

which minimizes a notion of soft consistency error along multi-step action sequences 

extracted from both on- and off-policy traces. 

 

Firstly, identify a strong form of path consistency that relates optimal policy probabilities 

under entropy regularization to softmax consistent state values for any action sequence. 

 

Hardmax temporal value consistency 

The well-known hard-max Bellman temporal consistency is expressed in the following 

forms: 

V∗(s) = max
𝑎

(𝑟(𝑠, 𝑎) + 𝛾𝑉∗(𝑠′)) 

Q∗(s, a) = r(s, a) + γ max
a′

𝑄∗(𝑠′, 𝑎′) 

Q-learning relies on a value iteration algorithm based on the above equation, where Q(s, a) 

is bootstrapped based on successor action values Q(s′, a′). 

 

Softmax temporal value consistency 

By augmenting the standard expected reward objective with a discounted entropy 

regularizer, a new form of expected reward objective function is acquired: 

OENT(𝑠, 𝜋) = 𝑂𝐸𝑅(𝑠, 𝜋) + 𝜏 𝐻(𝑠, 𝜋) 

where OER is the standard expected reward objective OER(𝑠, 𝜋) =  ∑ 𝜋(𝑎|𝑠)[𝑟(𝑠, 𝑎) +𝑎

𝛾𝑂𝐸𝑅(𝑠′, 𝜋) , H(s, π)  is the discounted entropy recursively defined as H(s, π) =

∑ 𝜋(𝑎|𝑠)[− log 𝜋(𝑎|𝑠) + 𝛾𝐻(𝑠′, 𝜋)]𝑎  , τ ≥ 0 is a user-specified temperature parameter 

that controls the degree of entropy regularization. 

 

Then the objective with entropy regularizer can be re-expressed as  

OENT(𝑠, 𝜋) =  ∑ 𝜋(𝑎|𝑠)[𝑟(𝑠, 𝑎) − 𝜏 log 𝜋(𝑎|𝑠) + 𝛾𝑂𝐸𝑁𝑇(𝑠′, 𝜋)]

𝑎

 

Let V∗(𝑠) = max
𝜋

𝑂𝐸𝑁𝑇(𝑠, 𝜋)  denote the soft optimal state value at a state s and let 

π∗(𝑎|𝑠) denote the optimal policy at s that attains the maximum of OENT(𝑠, 𝜋). 

 

The optimal V and Q functions are derived as below: 

V∗(𝑠) = 𝑂𝐸𝑁𝑇(𝑠, 𝜋∗) = 𝜏 log ∑ exp{
𝑟(𝑠, 𝑎) + 𝛾𝑉∗(𝑠′)

𝜏
}

𝑎

 

Q∗(𝑠, 𝑎) = 𝑟(𝑠, 𝑎) + 𝛾𝑉∗(𝑠′) = 𝑟(𝑠, 𝑎) + 𝛾𝜏 log ∑ exp (
𝑄∗(𝑠′, 𝑎′)

𝜏
)

𝑎′

 

 

The latter equation is called softmax temporal consistency. Similar to Q-learning, the next 

step is to perform one-step backups to bootstrap Q∗(𝑠, 𝑎) based on Q∗(𝑠′, 𝑎′). 

 

 

Secondly, use the softmax temporal consistency derived to formulate a novel optimization 



objective that allows for a stable form of off-policy actor-critic learning. 

 

Consistency between optimal value & policy 

For the softmax value function V∗, the exp {
𝑉∗(𝑠)

𝜏
} term serves as the normalization factor 

of the optimal policy π∗(𝑎|𝑠) =
exp{

𝑟(𝑠,𝑎)+𝛾𝑉∗(𝑠′)

𝜏
}

exp{
𝑉∗(𝑠)

𝜏
}

. 

 

By taking log on both sides, the following relation is derived: 

 

Theorem 1 (Temporal consistency property). 𝐹𝑜𝑟 𝜏 > 0, the policy 𝜋∗ that maximizes 

𝑂𝐸𝑁𝑇  and state values 𝑉∗(𝑠) = 𝑚𝑎𝑥
𝜋

𝑂𝐸𝑁𝑇(𝑠, 𝜋)  satisfy the following temporal 

consistency property for any state s and action a (where 𝑠′ = 𝑓(𝑠, 𝑎)):  

𝑉∗(𝑠) − 𝛾𝑉∗(𝑠′) = 𝑟(𝑠, 𝑎) − 𝜏 𝑙𝑜𝑔 𝜋∗(𝑎|𝑠) 

 

This one-step softmax temporal consistency property can be extended to a multi-step 

consistency defined on any action sequence from any given state: 

 

Corollary 2. For 𝜏 > 0, the optimal policy 𝜋∗ and optimal state values 𝑉∗ satisfy the 

following extended temporal consistency property, for any state 𝑠1  and any action 

sequence 𝑎1, … , 𝑎𝑡−1(𝑤ℎ𝑒𝑟𝑒 𝑠𝑖+1 = 𝑓(𝑠𝑖 , 𝑎𝑖)): 

𝑉∗(𝑠1) − 𝛾𝑡−1𝑉∗(𝑠𝑡) = ∑ 𝛾𝑖−1[𝑟(𝑠𝑖, 𝑎𝑖) − 𝜏 𝑙𝑜𝑔 𝜋∗(𝑎𝑖|𝑠𝑖).
𝑡−1

𝑖=1
 

 

Then a very important fact is that the converse of Theorem 1 and Corollary 2 also holds 

theoretically: 

 

Theorem 3 (Path-wise consistency) If a policy 𝜋(𝑎|𝑠)  and state value function 𝑉(𝑠) 

satisfy the consistency property in Theorem 1 for all states s and actions a (where 𝑠′ =

𝑓(𝑠, 𝑎)), then 𝜋 = 𝜋∗ and 𝑉 = 𝑉∗. 

 

This important conclusion motivates the use of one-step and multi-step path-wise 

consistencies as the foundations of RL algorithms, transforming the optimization problem 

from maximizing the discounted expected reward to minimizing the path-wise temporal 

consistencies. 

 

PCL objective function 

 

The temporal consistency properties between the optimal policy and optimal state values 

lead to the appearance of a new path-wise objective for training a policy πθ and a state 

value function Vϕ in RL problems, by minimizing a soft consistency error. 

 

Soft consistency for sub-trajectory: 



C(si:i+d, 𝜃, 𝜙) = −𝑉𝜙(𝑠𝑖) + γd𝑉𝜙(𝑠𝑖+𝑑) + ∑ 𝛾𝑗[𝑟(𝑠𝑖+𝑗 , 𝑎𝑖+𝑗) − 𝜏 log 𝜋𝜃(𝑎𝑖+𝑗|𝑠𝑖+𝑗)]
𝑑−1

𝑗=0
 

where si:i+d ≡ (𝑠𝑖 , 𝑎𝑖 , … , 𝑠𝑖+𝑑−1, 𝑎𝑖+𝑑−1, 𝑠𝑖+𝑑) is a d-length sub-trajectory. 

 

Then the path consistency learning objective function is defined as below: 

0PCL(𝜃, 𝜙) = ∑
1

2
𝐶(𝑠𝑖:𝑖+𝑑 , 𝜃, 𝜙)2

𝑠𝑖:𝑖+𝑑∈𝐸

 

where the E is a set of sub-trajectories. 

 

By calculating the gradient of OPCL, the update rules for θ and ϕ for a given trajectory 

si:i+d take the form: 

Δθ = ηπ 𝐶(𝑠𝑖:𝑖+𝑑 , 𝜃, 𝜙) ∑ 𝛾𝑗∇𝜃 log 𝜋𝜃(𝑎𝑖+𝑗|𝑠𝑖+𝑗)
𝑑−1

𝑗=0
 

Δϕ = ηv 𝐶(𝑠𝑖:𝑖+𝑑 , 𝜃, 𝜙)(∇𝜙𝑉𝜙(𝑠𝑖) − 𝛾𝑑∇𝜙𝑉𝜙(𝑠𝑖+𝑑)) 

where ηv and ηπ are the value and policy learning rates. 

 

The PCL algorithm applies the above updates both to trajectories sampled on-policy from 

πθ as well as the off-policy trajectories sampled from a replay buffer. The union of on-

policy and off-policy trajectories form the set E in the definition of OPCL. 

 

Algorithm Pseudocode 

 

 

 

 

 



Experiments 

Figure 13. The results of PCL against A3C and DQN baselines. The x-axis is number of 

training iterations. The y-axis is the average reward across 5 random training runs after 

choosing best hyperparameters. (Nachum O, Norouzi M, Xu K, et al., 2017) 

 

The performance of PCL algorithm is comparable to that of A3C in some of the tasks, and 

it significantly outperforms on the more challenging tasks such as ‘Hard Reversed 

Addition’. And it can be easily told from the figure that the performance of DQN is worse 

than PCL across all experimental benchmark tasks. 

 

3. Application in Finance 

 

Besides applications in AI robotics, video games, reinforcement learning algorithms such as policy 

gradient methods and actor-critic methods can also be taken advantage of in financial field, such as 

algorithmic stock trading. An automatic program that generates constant profit from the financial 

market is lucrative for every market practitioner. A well-trained reinforcement learning agent could 

play a role similar to an experienced stock trader, managing to maximize the expected total reward 

– the cumulative return by adopting near optimal trading strategies. Recent advance in deep 

reinforcement learning provides a framework towards training of such trading agent.  
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